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Abstract
In this project, we consider the problem of cross-view image-based ground-to-aerial
geo-localization: estimating the GPS location of a query ground view image by
finding corresponding matching images in an aerial/satellite view image database,
or vice versa. The major challenge is the radical change of viewpoint and different
light conditions as well as seasons. In our project, we examine recent studies in
deep-learning-based approaches for cross-view matching. Specifically, we train
and test these methods on a dataset collected on photorealistic simulator AirSim.
Other than working with panoramic ground view images and satellite imagery,
these methodologies are modified to work well with non-panoramic ground view
images and aerial images taken from smaller altitude. We also employ particle
filtering technique to accomplish the geo-localization task using the results from
cross-view image matching. We demonstrate the effectiveness of our methods with
intensive experiments.
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Introduction

Coordinating multiple robots is often desirable, especially in the case of individual robots with
differing sensor modalities or quality. Oftentimes, the first step in robot coordination involves the
interpretation and potential combination of the sensor data provided by each robot, which is often
called the joint perception problem. Combining the information from just two different viewpoints,
aerial view and the ground view can help the ground vehicle augment its understanding of the
environment. Specifically, when we look at the ground vehicle’s awareness about its location in
the environment, this is also known as the task of geo-localization. A recent approach to the geolocalization problem found in literature is to predict the location of an image by finding its matching
reference images from some other views and this technique is called Cross-View based Image
Localization. It involves trying to predict the location of a street view image that is passed as a query
by predicting the corresponding satellite view images from an aerial view database. In cross-view
Image based Localization (IBL), the aim is to calculate the geographical location of a ground-level
image, that will be referred as the query image, by trying to find similar images in a large geotagged
(Every aerial image has the latitude and longitude information embedded in it) aerial image database
(e.g., drone or satellites imagery). This has widespread applications in situations like identifying the
actual place where a photo was taken and navigation/tracking scenarios. If the approach involves
comparing the same type of street-view images belonging to the same dataset, it is likely to succeed

only in places that have images available in the dataset. Thus, this approach might work for areas that
are frequently visited by people, but may not work for not-so-famous places [1].
The problem setup proposed here is motivated by and extends on the previous work [2] which
performs the image localization by making a heatmap of the similarity score generated by the socalled CVM-NET network introduced inside. Based on this work, Project Autovision [3] uses particle
filter, which is a well studied problem [4], and global descriptors generated by the CVM-NET to
localize a ground vehicle. In this project, we want to address the task of localizing a ground robot in
a GPS-denied environment with the help of an aerial robot similar to project Autovision. The main
contribution of this article comes from our novel methodology of using the top k retrievals from the
aerial view dataset for a given ground view query image as position measurements for the ground
vehicle, see in Figure 1. Another focus is trying the recent work [5], joint feature learning and feature
fusion models, on our own dataset to perform cross-view image matching.

Figure 1: Flow diagram of the methedology for cross-view geolocalization
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RELATED WORK

Several prior works exist that exploit the large amount of geotagged ground view images to solve
the localization problem. Research on trying to identify the location referenced in an image has
been mostly analyzed as an image retrieval problem [6] where matching images to the query image
need to be found from the same database. In [7], a vocabulary tree approach [8], typically used for
object detection, which allows determining which features are best dependent on the location, forms
a tree-form of structure. The paper also proposes a traditional search algorithm that improves the
searching and construction performance of the tree. [9] proposes a technique named IM2GPS which
uses geotagged photos from the Flickr website and then models the query image as a probabilistic
distribution over the entire world. It utilizes both the geographic location and the appearance of the
query image to find a matching image that will have the geolocation information. In [10], the authors
developed a system that could match and reconstruct three dimensional scenes of a city. This kind of
three-dimensional model is used in [11] and [12] for localization. In all the above approaches, both
the query and the database to be searched have the same view. The second approach to localization is
the cross-view approach which is the focus of our work here. Cross-view, as defined earlier, involves
taking images from different viewpoints to solve the problem of geolocation and this has been an
active area of research in the past 4-5 years. The work [13] by Zhang et al. uses sift based image
matching and take the average of top three images to get the geotags for the query image. One of the
latest works in this field is [6] where the authors have used Faster R-CNN to spot buildings in the
query image and the testing set. They achieve the cross-view matching using building identification
and building matching. They also talk about the poor performance of neural networks in full scene
matching. They cluster the predictions together and take the mean of the geolocations of the reference
building in the dominant set.
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Figure 2: CVM-NET-II architecture [2]
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METHODOLOGY

3.1

Image Retrieval

3.1.1

CVM-NET

The primary aim of retrieval is to find the k nearest neighbours for a query image in a given dataset.
For our problem, the query image is a ground view image and we need to find the neighbours in the
aerial view dataset. We use CVM-NET-II [2] for the cross-view matching as it gives state of the art
performance. The architecture of CVM-NET-II is shown in Figure 2. We pass the query image and
all the aerial view images through the CVM-NET to convert them to global descriptors so that they
can be compared with each other. Then we retrieve the top k nearest neighbours using the distance
metric(1). Here Sat_descriptors refers to the global descriptors of all the aerial view images in the
test set while Grd_descriptor refer to the global descriptor of the ground-view image. Once we
have these predictions we use them as measurements in the particle filter estimations.
Dist = 2 − 2 ∗ Grd_descriptor ∗ (Sat_descriptors)T
3.1.2

(1)

Joint feature learning (JFL) and feature learning (FF) networks

Another work we would try is [5], in which Joint feature learning and feature learning networks,
as shown in Figure 3 and 4, are introduced. In joint feature learning model, the encoder blocks
are shown in green (for ground image) and blue (for aerial images) triangles. Each encoder is a
8-layer VGG-like deep convolutional architecture whose final three convolutional layers, conv 6,
conv 7 and conv 8 layers, are aggregated and followed by a fully connected layer to obtain the feature
representation for images in each view. The generator is borrowed from the work [14] named X-Fork.
The loss function here is the same with that in the CVM-NET. The feature fusion network simply
fuses the features for the ground view imaged and the synthesized aerial image learned in the joint
feature learning network and add an additional fully-connected layer in both upper and lower stream.
In our project, we modify the networks to allow us feed square images into it since generally in our
task we only assume that the ground vehicle can obtain square images using its front camera other
than panorama images used in [5].

4
4.1

EMPIRICAL EVALUATIONS AND RESULTS
Geo localization

Geolocation refers to the position (x,y coordinates) of an entity with respect to an origin in the
environment under consideration. We use particle filter for tracking the Geolocation of the ground
3

Figure 3: Joint feature learning network architecture [5]

Figure 4: Feature fusion network architecture [5]
vehicle assuming that the ground vehicle is aware of its initial location. Particle filters have two main
steps, predict and update. We start the particle filter by sampling 100 particles around the initial
location from a Gaussian distribution with standard deviation 10. We compare our geo-localization
performance with the methodology used in project Autovision. For both of these methods we use
the ground truth velocity corrupted by a Gaussian noise of standard deviation 10 for propagating the
particles in the update step. The weights assigned to each particle are generated using the scores
obtained during the retrieval process according to equation(2). Wc is the weight for the current time
step while Wp is the weight of the particle in the previous time step, which takes the prior belief of
the ground vehicle into account. Here xR represents the noise covariance which indicates the level of
impact a particular measurement will have in the particle weighing step. We use a different xR for
each measurement and it is dependent on the score of that measurement obtained in the prediction
step. We normalize the scores across all queries and he final predicted position of the ground vehicles
in each time step comes from the weighted sum of the updated particles. The next set of particles is
resampled from the weighted particles, and if the number of resampled particles is less than 50, we
discard the prior weights as we assume that the measurement observed was erroneous.
2

Wc = √

D
1
− E
× e 2×xR × Wp
2 × π × xR

(2)

For training and evaluation, we generated our dataset using the photorealistic simulation API
AirSim[15] which is a simulator for drones and cars built on the Unreal Engine. It provides the
functionality of spawning multiple agents in the environment and provides full control over their
movements. It also makes it possible to model different weather and temporal conditions. Our current
setup makes use of the pre-compiled binaries from City Environment in AirSim which is a large
environment with moving vehicles and pedestrians. Our dataset consists of 1198 pairs of aerial and
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Figure 5: Left hand side image shows the plot of positions of all the images captured at the height
of 50 meters. Different test trajectories are marked with different colors. The right hand side image
shows the predictions on the Airsim dataset made using the vectors generated using CVM-NET
.
ground view images spanning an area 1253 meters diagonally, as shown in figure 5. We collected the
dataset by flying the drones at two different altitudes on the same trajectory and then matching the
images based on the ground truth x and y coordinates of the drones when the images were captured.
4.2

Cross view-matching and geo-localization using CVM-NET

We trained and tested our approach on the Airsim dataset. We collected 1198 aerial and ground image
pairs. We divided the city into training and test areas (5 different trajectories) as shown in Figure 5.
In our experiments we trained 4 different models for different train and test segregation. Trajectory
shown in Figure 6 consist of 72 new test images and 400 images seen by the model during training.
The performance of our model on Airsim dataset can be seen from the table 4.2. In Figure 5 we show
the prediction made on Airsim dataset using CVM-NET. Finally Figure 6 show our geo-localization
results with respect to the ground truth indicated in the blue and the baseline methodology.
Method

Top-1

Top-10

CVM-NET

11.32%

38.65%

Table 1: Top-1 and Top-10 recall on AirSim dataset for CVM-NET

4.3

Cross-view image matching using JFL and FF networks

Here we present some experiments on the task of cross-view image matching (in our case groundto-aerial image matching) with the JFL and FF networks. For simplicity, we select 424 image pairs
from our AirSim dataset, in which 340 are for training and the remaining 84 are for testing. We first
fine-tuned the pretrained X-Fork generative model given by [14] to generate the synthesized aerial
image for whole dataset; then we wrapped the image pairs as well as the fake aerial images to feed
them into the JFL network. We ran the model for 200 epoches with a batch size of 64 using Adam
optimizer (learning rate = 10−5 ) and dropout = 0.5. After that, we use features generated by the
JFL network to train the FF network using the same optimization method and hyper-parameters. We
report the top-1, top-5 and top-10 retrieval accuracy in Table 4.3. Although the different datasets are
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Figure 6: Results for trajectory ’E’ for retrieval

used, our accuracy given by the JFL network is similar to that in [5], which demonstrates that the
JFL network still is effective in our setting after necessary modifications. In [5] the authors reports
that the FF network achieves a much better accuracy then the JFL network, while in our case the
improvement is moderate: nearly the same for top-1 accuracy and about 5% increment for top-5 and
top-10 accuracy. This may due to several reasons and we list some here as what we would focus on
in the near future:
1. The light condition in our AirSim dataset is a lot different from that in the CVUSA
dataset [16].
2. Our AirSim dataset comes from a sequence of images taken by a ground agent while the
this two networks doesn’t take the correlation between images into consideration.
3. The synthesized aerial images are not good enough and maybe be misleading in some cases.

Method

Top-1

Top-5

Top-10

Joint Feat. Learning

28.57%

54.76%

75.00%

Feature Fusion

27.38%

59.52%

79.76%

Table 2: Top-1, Top-5 and Top-10 recall on our AirSim dataset

Other than quantitative results, Figure 7 shows some qualitative results, where the query ground
images and the synthesized aerial images along with three closest matches are shown in each row.
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Figure 7: Image retrieval examples on Our AirSim dataset.
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CONCLUSION AND FUTURE WORK

We were able to achieve the primary goal of using cross-view retrieval for localising the ground
robot using particle filter successfully. Over the course of this project we explored two different
methodologies for cross-view retrieval. We demonstrated empirically that the previously proposed
CVM-NET, joint feature learning and feature fusion algorithms are suitable for the task of cross-view
Geo-localization even if the image setting is different. We plan to further improve our methods to
achieve i) a better generalization ability of CVM-NET in out geo-localization task and ii) a higher
top-1 retrieval accuracy for JFL and FF networks for cross-view image matching on our dataset.
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